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Editorial
by Egon Willighagen

Editorial

Welcome to the second and delayed issue of 2006.
One argument for the existence of commercial pub-
lishers is that they have the resources to make sure
issues do not get delayed because of personal prior-
ities. And I was even brave enough to state in the
previous Editorial that there might be four issues this
year. But I am happy that this issue is now out.

Underlying the delay is the failing editorial pro-
cess. While the layout of CDK News is highly ap-
preciated, we do not have a proper editorial tracking
system. But this might change as we are exploring
options. The Open Journal Systems is one option [1].
With such a system anyone can be assigned a role in
the publishing processing, making the management
of the whole a lot easier.

This issue contains articles about the Nightly,
a build system that compiles the CDK each night,
makes a distribution out of it, generates up-to-date
JavaDoc documentation and a keyword index, and
lots of bits of info useful for the CDK develop-
ers. Two articles show applications of the CDK in
chemoinformatics studies: Detecting Chromophores
and Generating Murcko Frameworks. The issue also
includes two reports on the quality of CDK algo-
rithms: one studies clashes and conflicts in the struc-

ture diagram generator, while the other studies the
total polar surface area descriptor.

Uli Fechner has written his last Frequently Asked
Questions, and on behalf of the editorial board, we
thank him gratefully for his valuable series. Conse-
quently, we have an open position for someone to
continue this series. Just send us an email. Addi-
tionally, we are looking for someone to continue the
Literature series.

The third issue of this year is scheduled for De-
cember 2006. Please consider that the review and
layout process takes long, so I will put the formal
deadline at November 16. This means that I can
not promise that submissions after this date can be
published in the next issue: the sooner you submit,
the larger the chance it has gone through the review
process in time. As always, submissions may in-
clude comments on current code, discuss certain al-
gorithms in general, or just describe a piece of work
related to the CDK library.

Egon Willighagen
Cologne University BioInformatics Center, Germany
ewilligh@uni-koeln.de
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The front page shows the calcium-dependent generation of light by aequorin in a GPCR screening assay, as
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QA of the Topological Polar Surface Area
Descriptor
We validated the CDK implementation of the
topological polar surface area (TPSA) descriptor
against its original implementation by Ertl et al.
and against its implementation in the commer-
cially available Molecular Operating Environment
(MOE).

by Kristina Grabowski and Uli Fechner

Introduction

The polar surface area (PSA) of a compound strongly
correlates with passive membrane transport of
molecules thereby facilitating in silico prediction of
drug transport characteristics [1]. In particular, us-
age of the PSA for prediction of blood-brain barrier
penetration has led to encouraging results [2]. As
the calculation of the PSA requires three-dimensional
molecular structures it may not be suitable for huge
datasets. Furthermore, PSA values heavily depend
on the particular conformer. Ertl et al. developed
a new method for the computation of the PSA that
is grounded upon the assignment of polar surface
area contributions to a set of 43 polar atom types
[1]. These contributions were determined by fitting
the topological polar surface area (TPSA) to the three-
dimensional PSA using a subset of the World Drug
Index [3] that contained 34,810 structures. It was
demonstrated that the TPSA method yields nearly
identical results as the conformer-dependent PSA
method [1]. More importantly, the TPSA approach re-
quires significantly less computation time.

Ertl et al. published the 43 polar atom types as
SMARTS patterns (see Table 1 of Ref. [1]). The au-
thors also contributed their implementation in the
programming language C to the public domain [4].
This reference implementation depends on the Day-
light Toolkit [5]. We employed the reference im-
plementation, the Molecular Operating Environment
(MOE) [6], and CDK to compute three sets of TPSA
values. The SVL script of MOE that carries out the
TPSA calculation explicitly relates to Ref. [1] so that
we have three different implementations of the same
descriptor each of which relies on a different chem-
ical model - that is the Daylight toolkit, MOE, and
CDK.

Methods

We employed both descriptor QA datasets each of
which comprises 1,000 compounds and is a random
subset of the ZINC dataset [7]. One dataset contains
explicit hydrogen atoms whereas the other omits
them. These datasets are publicly available in SDF

format and are deposited in CDK’s SVN repository at
http://sourceforge.net. More details about these
datasets are given in [8]. The CDK TPSA descrip-
tor comes with a single parameter: One has to spec-
ify whether aromaticity should be automatically de-
tected by the descriptor’s calculate method. The
default value for this parameter is false. The descrip-
tor requires aromaticity detection for the correct as-
signment of the atom types. Therefore, the option to
skip this step may only be considered if an aromatic-
ity detection for the particular AtomContainer was
already carried out. We saved a few lines of code
and set this parameter to true.

The descriptor is stated to work with both
an IAtomContainer with implicit hydrogens and
an IAtomContainer with explicit hydrogen atoms.
Therefore, we calculated the TPSA values twice for
the descriptor QA dataset without hydrogens. First,
we added hydrogens by calling the method add-
ExplicitHydrogensToSatisfyValency of org.open-
science.cdk.tools.HydrogenAdder. Then, we added
implicit hydrogens using addImplicitHydrogens-
ToSatisfyValencey of the same class. Calculation of
the TPSA with MOE was straightforward, that is, no
parameters had to be adjusted. Computation of the
TPSA descriptor with the reference implementation
did also not require the setting of any parameters.

Results and Discussion

Both MOE and CDK came up with results for all com-
pounds in the dataset. The reference implementa-
tion by Ertl et al. was unable to calculate TPSA val-
ues for 6 of the 1,000 compounds. Thus, a com-
parison between values yielded by this computa-
tion method and another program only considers 994
compounds. It should be noted that all six com-
pounds that could not be processed by the Daylight
Toolkit exhibited strange valencies, such as nitrogen
atoms with four bonds and a positive charge. Addi-
tion of implicit and explicit hydrogens by CDK to the
compounds of the QA dataset without hydrogens led
to the same values of the CDK TPSA descriptor.

Table 1 provides selected descriptive statistics of
the TPSA value comparison. The RMSEs of 17.23
(CDK vs. MOE), 17.91 (CDK vs. the reference im-
plementation), and 10.46 (MOE vs. the reference im-
plementation) can be considered as acceptable devi-
ations. The median values - ranging from 0.52 (CDK
vs. the reference implementation) to 3.03 (CDK vs.
MOE) - further establish confidence in the compara-
bility of the three TPSA implementations scrutinized
here. MOE seems to match the reference implementa-
tion more closely than CDK. However, even an RMSE
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Figure 1: Plot of (a) the CDK TPSA descriptor values versus MOE (r2 = 0.81), (b) the CDK descriptor values
versus the values of the reference implementation (r2 = 0.79), and (c) the MOE values versus the values of the
reference implementation (r2 = 0.91).

value of approximately 18 does not render CDK ‘s
TPSA implementation unreasonable.

Results of the descriptive statistics presented in
Table 1 are all the more encouraging as prediction
of the polar surface area - as well as prediction of
many other physico-chemical properties - should not
be regarded as a quantitative concept: Polar sur-
face area prediction methods do not aim at the pre-
cise PSA value prediction of a single compound but
rather at the qualitative assessment of a set of com-
pounds. Such prediction techniques might be con-
sidered as ‘sophisticated estimators‘ that offer an in-
dicator - they are not suitable to deliver values for an
exclusive cut-off criteria.

Table 1: Root mean square error (RMSE), 1st quartile,
median, 3rd quartile, maximum and minimum differ-
ence of the TPSA values calculated using two differ-
ent implementations. ’Reference’ refers to the refer-
ence implementation by Peter Ertl et al. [4].

CDK vs. CDK vs. MOE vs.
MOE Reference Reference

RMSE 17.23 17.91 10.46
1st Quartile 0.00 0.01 0.01

Median 3.03 0.52 1.62
3rd Quartile 10.79 13.60 5.27
Maximum 107.08 107.06 77.59
Minimum 0.00 0.00 0.00

Figure 1 depicts three plots each of which com-
pares descriptor values of two prediction methods.
All three plots exhibit a clear correlation. A closer
look at the two plots Figure 1a and Figure 1b re-
veals the tendency of CDK to predict higher values
than the respective comparison approach. Scatter-
ing seems to be more prominent in comparison to
the reference implementation than in comparison to
MOE. TPSA values of the reference implementation

and MOE correlate very well if it was not for a clearly
visible set of compounds separated from the regres-
sion line that demonstrate a consistent prediction of
higher values by MOE (Figure 1c).

Figure 2: The Chemical structure of Foscarnet [9].

The CDK descriptor QA protocol suggests look-
ing at the most prominent outlying compounds (see
[8] for more details). We followed suit thereby dis-
closing some inconsistencies between the 43 polar
atom types listed in the publication by Ertl et al. [1]
and calculated TPSA values for molecules that are
listed in Table 3 of the Supporting Information of Ref.
[1] (http://pubs.acs.org/subscribe/journals/
jmcmar/suppinfo/43/i20/jm000942e/jm000942e_
s.pdf). Calculated TPSA values of this Supporting
Information do not consider the following four polar
atom types itemized in Table 1 of Ref. [1]:

• [P](-*)(-*)(-*)=* (pattern1)

• [S](-*)(-*)(=*)(=*) (pattern2)

• [S](-*)-* (pattern3)

• [s](:*):* (pattern4)

CDK’s TPSA implementation includes all 43 atom
types defined in the TPSA publication [1]. Con-
sequently, the TPSA value of Foscarnet [9] (Fig-
ure 2) calculated by CDK adds up to 104.64.
This value results from individual contributions
of 3 ∗ 20.23 ([OH]-*) + 2 ∗ 17.07 ([O]=*) + 9.81
([P](-*)(-*)(-*)=*, pattern1). Instead, the Support-
ing Information quotes the TPSA of Foscarnet with
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94.83. The difference of 9.81 corresponds to the phos-
phorous pattern pattern1. This pattern is defined
in Ref. [1] but was not used in the TPSA computa-
tions carried out for the Supporting Information of Ref.
[1]. The same holds true for pattern2, pattern3, and
pattern4. The MOE TPSA implementation explicitly
takes this into consideration: the four patterns are
commented out in the SVL script responsible for the
TPSA calculation. These adaptations of MOE towards
the Supporting Information significantly contribute to
the high correlation between MOE and the reference
implementation.

Figure 3: Selected compounds together with their
ZINC identifiers [7] that exemplify principle differ-
ence in the TPSA computation of MOE, CDK and the
reference implementation by Ertl [1]. InChIs for all
seven structures are given in the bibliography sec-
tion (18 [10], 1806151 [11], 3669007 [12], 1785424 [13],
3198651 [14], 2446911 [15], 370290 [16], 2905939 [17]).

A closer look on the TPSA values
of ZINC00000018 [10], ZINC01806151 [11],
ZINC03669007 [12], and 1785424 [13] (Figure 3) cal-
culated by the reference implementation and CDK
led to another interesting observation. We were able
to track down four more patterns that are listed in
the TPSA publication by Ertl et al. which are not
considered in the reference implementation. These
excluded patterns are:

• [S]=* (pattern5)

• [SH]-* (pattern6)

• [PH](-*)(-*)=* (pattern7)

• [P](-*)(-*)-* (pattern8)

If all 43 atom types of Ref. [1] are applied
the TPSA of ZINC03669007 [12] is 174.14. This
value arises from the sum 2 ∗ 9.23 ([O](-*)-*) +
4 ∗ 17.07 (([O]=*)) + 2 ∗ 20.23 ([OH]-*) + 2 ∗ 23.47
([PH](-*)(-*)=*) = 174.14. The TPSA value cal-
culated by the reference implementation is 127.2.
The difference of 46.94 corresponds to the values of
the two phosphorous atom types ([PH](-*)(-*)=*,
pattern7). Neither the publication by Ertl et al. [1] nor
the corresponding Supporting Information contains
a compound that comprehends pattern5, pattern6,
pattern7 or pattern8. According to this, the devel-
opers of MOE’s TPSA method were not able to infer
whether one of these four patterns is actually utilized
or not. Consequently, pattern5, pattern6, pattern7,
and pattern8 are included in MOE’s TPSA implemen-
tation.

Altogether, there are eleven patterns that include
sulfur or phosphorous. With the aid of suitable com-
pounds in the CDK QA dataset we were able to fig-
ure out that the reference implementation does not
incorporate eight of these eleven patterns. No con-
clusions could be drawn on the remaining three sul-
fur or phosphorous patterns for the CDK QA dataset
does not comprise compounds that include any of
these patterns. In a personal communication Pe-
ter Ertl wrote that the ‘TPSA should be calculated
only for oxygen and nitrogen atoms‘. The origi-
nal publication cites another study [18] that reports
better correlation of PSA values with drug transport
properties when sulfur and phosphorous fragments
are included. Peter Ertl, however, experienced that
an exclusion of sulfur and phosphorous fragments
yields better correlations (personal communication).
In comparison to nitrogen and oxygen fragments,
sulfur and phosphorous fragments may be consid-
ered as only slightly polar. Peter Ertl recommended
‘that default TPSA [implementations] should only in-
clude nitrogen and oxygen‘. The descriptor calcula-
tion software Dragon [19] offers two flavors of TPSA
descriptors: one that includes sulfur and phospho-
rous fragments and one that does not. Currently,
CDK’s TPSA implementation considers all 43 pat-
terns that are listed in Table 1 of Ref. [1]. Following
the recommendation of Peter Ertl an exclusion of all
sulfur and phosphorous patterns in the CDK imple-
mentation should yield a substantially higher corre-
lation between CDK and the reference implementa-
tion.

Difference in the calculated values obtained from
MOE, CDK, and the reference implementation also
arise due to internal representations of nitro, sul-
phate and phosphate groups. In the SD file used
for all calculations one oxygen of ZINC03198651 [14]
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and two oxygens of ZINC02446911 [15] (Figure 3)
are written as negatively charged oxygens with one
single bond ([O-]-*). The reference implementa-
tion and CDK perceive these atoms as defined in the
SD file. They do not saturate these oxygen atoms
and, consequently, relate them to the pattern [O-]-*.
MOE, on the other hand, seems to apply an inter-
nal saturation algorithm because all oxygen atoms of
these two compounds are assigned to the atom type
[O]=*.

Different TPSA values also occurred for
compounds containing azide groups such as
ZINC00370290 [16] and ZINC02905939 [17]. CDK
and MOE calculated the same TPSA values for both
compounds. However, the reference implementation
yielded a value that was 14.1 higher for both com-
pounds. Unfortunately, we were not able to trace
this discrepancy back to the utilized atom type as-
signments.

Conclusion

This study demonstrated that the three employed
TPSA prediction approaches led to comparable val-
ues for the CDK descriptor QA datasets. We pointed
out that different protonation states of acidic and ba-
sic groups lead to substantial discrepancies of dif-
ferent TPSA implementations. It should be stressed
that distinct cheminformatic systems may very well
use different internal representations of such groups.
Furthermore, the aromaticity perception can vary
from system to system which may also give rise to
different TPSA values.

The TPSA implementation of CDK was scruti-
nized prior to carrying out the calculations. Sev-
eral small mistakes concerning the pattern defini-
tions were discovered and corrected. Future work
on the CDK TPSA implementation will be directed
at the removal of the sulfur and phosphorous pat-
terns and a subsequent validation of the expected im-
provement in terms of the correlation between CDK
and the reference implementation.
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The CDK Nightly Build System
We present an overview of the nightly build system
for the CDK distribution

Rajarshi Guha

Introduction

The CDK distribution is currently hosted on Source-
forge. This facility provides access to the Subversion
repository as well as the Javadoc documentation for
the CDK API in the form of a tarball. In addition,
milestone releases are hosted in the form of jar files.
This approach has a number of drawbacks. Firstly,
access to the CDK sources requires that one be able
to interact with the Subversion repository. Secondly,
many user’s of the CDK do not want a full develop-
ment environment and would simply like to access
CDK functionality using a single comprehensive jar
file. Though such a jar file is available in the form
of milestone releases, this can be several months old
compared to the source code in the Subversion repos-
itory.

It is useful to be able to have a comprehensive
jar file built from the latest source code. The CDK
nightly build system provides such a facility and as
the name suggests, it regenerates the CDK distribu-
tion every night (although it could be generated at ar-
bitrary intervals). In addition to a comprehensive jar
file, the nightly facility provides the latest Javadocs in
the form of a downloadable tar file as well as brows-
able webpages. In general, these two items are suf-
ficient for a user to be able to develop applications
using the CDK. To aid the development process, the
nightly build system also performs various quality
analyses of the source code and documentation.

Currently the nightly build site generated by the
build system is hosted at http://blue.chem.psu.
edu/~rajarshi/code/java/nightly. The site pro-
vides a link to a single comprehensive jar file gener-
ated from the latest source code as well as links to the
latest Javadocs. Other entries on the site are oriented
towards developers who would like to keep track of
code and documentation quality of the latest source
code. As of writing the site is available but will be
shut down in the near future and relocated to a new
address which will be anounced on the CDK mailing
lists.

This article focuses on the design of the build
system and the associated dependencies that are re-
quired to run it to generate the nightly build site. We
present a brief description of alternative build sys-
tems and then go on to describe the various compo-
nents that make up the current build system. We con-
clude with a description of possible enhancements.

Alternatives

The idea of a nightly build system is not new and var-
ious tools that allow one to set up a continuous build
system are available, such as CruiseControl[1]. More
generally, a build system is analogous to a make job
run at specific times. Thus rather than writing a new
script to handle the CDK build system we could have
used prebuilt tools such as Ant, Scons[2] or even
CruiseControl. One of the fundamental reasons we
chose to write a new Python script was ease of use.
The goal of the CDK nightly build system is very spe-
cific: to compile and analyze the CDK. Thus we did
not require the flexibility of systems such as CruiseC-
ontrol or Scons. Furthermore, the actual compilia-
tion and resultant dependency management of the
CDK sources is handled via Ant, thus obviating the
need for a seperate build system on top of the Ant
build scripts. At the same time we wanted to be able
to perform pre- and post-processsing (if required) in
a flexible manner. These include modifying reports
generated during the stages of the build process, gen-
erating tarballs, writing out HTML pages and so on.
The use of Python allows us to perform these tasks in
a flexible manner. In addition the build process has
very few dependencies between the various stages of
the build itself. Thus the sophisticated dependency
management facilities of Scons or Ant were not re-
quired for this project.

Components

From a very broad point of view the build system
provides two components. The first is a set of files
that allow for development using the CDK. The sec-
ond is a set of quality analysis tools for source code
and documentation.

The first component comprises of a single jar file
containing the various modules as well as the vari-
ous jar files that the CDK API is dependent on. These
include XML processing API’s, math libraries and so
on. They are suitable for user’s who are interested
in developing applications using the CDK but do not
necessarily want to participate in the development of
the CDK itself. In addition, this component provides
a tar file containing the Javadocs generated from the
latest sources as well as the same Javadocs in the
form of a set of browsable of webpages. This com-
ponent also provides a graphical view of the various
dependencies amongst the CDK modules.

The role of the second component is to allow
users and developers to track the status of the source
code and documentation quality. We use a number of
tools to examine the quality of various aspects of the
CDK project. First we use DocCheck[3] to analyze
errors in the Javadocs. The results of this analysis
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are provided in the form of summary pages for each
CDK module. Second we analyze the quality of the
source code using PMD[4]. As with DocCheck this
generates a set of reports for each module of the CDK
which can be browsed online. Currently, the build
system will perform a comprehensive PMD analysis
as well as a seperate PMD analysis that checks for
unused code. The goal is to modularize the PMD test
suite such that the resultant PMD analysis is targeted
towards specific issues of code quality.

Next, we run the JUnit tests associated with the
CDK classes and the results of this stage can also be
browsed online. In addition, a summary of the JUnit
test results are generated providing a quick overview
of the status of the source code. Finally, we use the
japitools package[5] to summarize the changes in
the CDK API between the current version and the
last stable release of the CDK.

Requirements

The nightly build system consists of a single Python
script called nightly.py, located in the top level di-
rectory of the CDK distribution. Though it does not
employ unusual features of the language it is prefer-
able that it run using a recent version of Python. The
various components of the build system depend on
a number of external programs. Since the CDK is
compiled and tested using Ant, both ant and java
should be available on the user’s path. In addition,
the JAVA_HOME and ANT_HOME environment variables
should be correctly specified.

The build system generates a dependency graph
of the CDK classes using a BeanShell[6] script pro-
vided in the CDK distribution. The build script
requires that the BeanShell jar file as well as the
JGraphT jar file be available. Rather than specify-
ing these on the user’s CLASSPATH variable, the script
uses a global variable in which the full path to these
jar files are specified. This approach was taken since
the build script is designed to be run as a crontab job,
where by default these environment variable will
not be available. By including the path to these jar
files within the build script we are not dependent on
the user setting these variables in the crontab entry
or the user’s CLASSPATH variable if the script is run
from the command line. The result of running the
dependency script results in a specification file that
can be processed using the dot program from the
Graphviz[7] suite.

The build script post-processes the PMD reports,
which are in an XML format, using an XSL stylesheet.
This implies that XML and XSLT libraries should be
present. The build script currently depends on the
Python bindings to libxml2 and libxslt.

Finally, though the build script uses the Python
interface to the file system, it is dependent on a few
Unix command line tools such as rm and nice. Thus

these programs should be available on the user’s
path. Given the platform agnostic nature of Python,
it should be possible to run the build script using
Cygwin on Windows based systems. However this
approach has not been tested at the time of writing.
We are currently working on replacing as many of
the operating system specific executables as possible,
with their Python library equivalents. If carried to
completion this should allow the build script to be
run on any platform that is supported by Python.

Figure 1: Flowchart of the build process

Configuration

Since the build system consists of a single file we
decided to place all the required configuration data
within the file rather than in a seperate configura-
tion file. As a result the configuration of the script
consists of setting the value of a number of vari-
ables. The three main variables that must be set are
the paths to the directory where the build script will
run (and write out a variety of log files), the direc-
tory containing the CDK Subversion repository and
a web accessible directory where the nightly build
will be placed.

A number of optional variables can also be set.
These come with default values and include the
CLASSPATH containing the BeanShell and JGraphT
jar files and the SMTP host and recipient email ad-
dress for sending failure reports. These variables are
all documented and if an optional feature is not re-
quired the variable can simply be set to None.

Build Stages

Fig. 3 displays the flow of execution of the build
script. The individual stages can be grouped into
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two groups, enclosed in red boxes, corresponding to
the two main components described previously. The
first stage connects to the Subversion repository and
updates the local repository. If the connection or up-
date fails, the system exits and the build page takes
note of the failure and present the previous build.

If the repository was updated successfully, the
next step is to compile the distribution. Since nearly
all the other stages depend on the source distribution
being successfully compiled, a compile failure at this
stage causes the build script to exit and generate an
error page. The page links to the output of the com-
pile and provides the last successful build. Option-
ally an email with the last 20 lines of the compiler
output can be sent to a specified email address.

If the sources were compiled successfully, the
build script goes on to execute the other stages of the
build. Currently, these stages include

• Source distribution

• JavaDoc

• JUnit

• DockCheck

• PMD

• API comparison

• Dependency graph

It is important to note that each stage simply runs
the appropriate ant script or command to perform
the task. The actual task will generate data which is
then processed at a later stage to build the final web
page. The output of the command used by a given
stage is saved to a log file allowing for later analysis
in case of failures.

Since these stages are not vital to the generation
of a working build, failure of any single stage does
not abort the build system. Instead the failure is
noted on the webpage and a link is provided to the
run log. Failures can arise due to a number of rea-
sons. Since the build system performs checks for the
required tools at initialization, most failures are due
to changes in the CDK ant scripts. However it has
been observed that the nightly build system stresses
the machine that it is running on. As a result a stage
may fail due to the Java compiler itself failing with a
segmentation fault. Such errors are caught and even
though the problem lies with the JVM, the stage is
considered to have failed.

After all the stages have been completed, the next
step is to process the output of each stage to generate
a web page for the nightly build. For the majority of
the stages, the generated data (tarball, jar file, HTML
pages) can simply be copied to the appropriate direc-
tory and links added to an HTML page. For certain
stages such as PMD, the output data is a set of XML
files. These are processed using an XSL stylesheet
bundled with the CDK to generate a set of HTML
files which are copied to the appropriate directory.

Finally, after the output of all the stages has been
processed, information regarding the build machine,
java version and ant configuration are added to the
web page. The resultant nightly build directory can
then be placed in a web accessible directory and
made available.

Enhancements

The build system depends on a number of external
tools such as java and ant. Since the CDK is com-
piled using an ant script, the dependency on these
two tools will remain for the near future.

The other dependencies are optional. To gener-
ate the module dependency graph, the build script
requires the BeanShell and JGraphT jar files to be
present on the user’s CLASSPTAH. In addition, the dot
program from the Graphviz[7] suite should be avail-
able on the PATH. One possible enhancement is to
rewrite the dependency analysis in Python and use
PyDot to interface directly with Graphviz, thus re-
moving the requirement of BeanShell and JgraphT.

One of the fundamental aspects of the current
build script is that it does not take advantage of an
object oriented design. As a result the script is not
as maintainable as it should be and it is a little tricky
to add new build stages. A possible enhancement is
to move the script to a more object oriented design
where each stage of a build can be represented by a
separate class. As a result each such build class ob-
ject would be responsible for performing the actual
task (compilation, Javadoc generation etc.) as well
as processing the output of the task. This would en-
hance mantainability but would also lead to a more
complex build system which may not necessarily be
warranted.

In summary the build system provides user’s
with easy access to the latest development version of
the CDK. Additionaly, developers can benefit from
the most recent quality analyses of the source code
and documentation.

Rajarshi Guha
Pennsylvania State University
rxg218@psu.edu
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COMMUNICATION

Generating molecular Murcko
frameworks within the CDK
by Christian Hoppe

Introduction

To understand the common features in biologically
active molecules one can use chemico-physical prop-
erties or structural features (structural data mining).
Such structural unit analysis may help to identify
lead series in high-throughput screening technolo-
gies and provides information for scaffold hoping
[1] . With such an analysis distinct chemotypes in
huge data sets could be identified and then used to
find the series of analogues defined by these chemo-
types. Furthermore, structural units, scaffolds or
frameworks could be used to analyse the scaffold di-
versity of commercial or in-house screening collec-
tions.

Figure 1: Murcko scaffolds generated by the CDK
and Pipelinepilot for the ZINC02503298 molecule.

There are several approaches to finding com-
mon substructures in molecules or defining common
scaffolds, such as maximum common substructure
search algorithms, cliché detection, MARKUSH struc-
tures or MURCKO FRAMEWORKS [2, 3, 4, 5]. Bemis
and Murcko [5] organized atom groups into three
types: ring, linker and framework. Using a struc-
tural medicinal chemistry library in their work they
hoped to uncover information such as toxicity, sta-
bility, synthetic accessibility, starting material cost,
and so on implicitly encoded in the structures. A
MURCKO FRAMEWORK is a ring-linker-ring system.
The generation of MURCKO FRAMEWORKS is imple-
mented in the CDK. Furthermore, it can be included
into SCITEGICS PIPELINEPILOT to extend their frag-
mentation component.

Implementation in the CDK

The Murcko framework generation is part of
the GenerateFragments class in the CDK pack-
age org.openscience.cdk.tools, with the function
generateMurckoFragments(). The following code
example shows how it can be used:

GenerateFragments gf =
new GenerateFragments();

Boolean hetereoAtoms = true;
Boolean exocyclicdoublebonds=true;
HydrogenAdder ha = new HydrogenAdder();
ha.addExplicitHydrogensToSatisfyValency(
cdkMolecule

);
gf.generateMurckoFragments(
cdkMolecule, hetereoAtoms,
exocyclicdoublebonds

);
String[] murckoFrameworks =
gf.getMurckoFrameworksAsSmileArray();

A MURCKO FRAMEWORK can be extended to ring
system attached hetero atoms (the boolean parame-
ter hetereoAtoms) as well as exocyclic double bonds
(the boolean parameter exocyclicdoublebonds).The
fragments can be returned as a Java vector or as
SMILES. In the latter case the HydrogenAdder class
should be used beforehand.

Results

The ZINC test set of 1000 molecules contains 927
molecules with ring systems. This test set was com-
piled for CDK descriptor quality assurance [6]. Out
of these the CDK generates 1112 unique MURCKO
FRAMEWORKS, whereas Pipelinepilot generates 655
unique MURCKO FRAMEWORKS. The uniqueness is
based on the canonical smile generated by SciTegic’s
PIPELINEPILOT. All molecules with ring systems
for both test sets (ZINC test set with and without
hydrogens and charge) could be processed. The dif-
ference in the number of unique Murcko fragments
arises from different scaffold definitions. The CDK
implementation tries to create every ring-linker-ring
system combination, whereas PIPELINEPILOT gen-
erates only the largest MURCKO FRAMEWORK. An
example is shown with the molecule ZINC02503298
(InChI=1/C20H14N4O3S/c25-28(26,27)14-10-12(19-
21-15-5-1-2-6-16(15)22-19)9-13(11-14)20-23-17-7-3-4-
8-18(17)24-20/h1-11H,(H,21,22)(H,23,24)(H,25,26,27))
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in Figure 2. On a 3 GHz PC with 2 GB of RAM
the MURCKO FRAMEWORK generation of 1000 test
case molecules takes 41s within PIPELINEPILOT with
the CDK implementation, 6s for the PipelinePilot
method and 16s as a JUNIT test running within
ECLIPSE.

Christian Hoppe
Euroscreen s.a., Belgium
choppe@euroscreen.com
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COMMUNICATION

Detecting Chromophores with the
LargestPiSystemDescriptor in the QSAR
module of the CDK
by Christian Hoppe and Frédéric Ooms

Introduction

In pharmaceutical drug research (high-throughput)
screening technologies are common nowadays. A lot
of these validated and known screening assays are
based on light scattering or absorption methods (see
an example in Figure 1, taken from [1]. Nevertheless,
especially in high-throughput methods, one is con-
fronted with the problem of so-called frequent hitters
[2]. Molecules which are tested as false-positives in
several assays (in most cases they have to be positive
in seven or more assays against different biological
targets [3] ) are so-called promiscuous compounds.
This behavior can arise due to an unspecific interac-
tion with the target or with the assay methodology.
At the molecular level, structural properties (active
functional groups, so-called Warheads [4] ) or phys-
iochemical properties such as color can be responsi-
ble for this kind of unwanted interaction. In organic
molecules color is related to the existence of chro-
mophoric groups such as conjugated systems.

Figure 1: Diagram showing calcium-dependent gen-
eration of light by aequorin in a GPCR screening as-
say.

Implementation in the CDK

The LargestPiSystemDescriptor class is im-
plemented in the QSAR module in the
org.openscience.cdk.qsar.descriptors.molecular
package. The descriptor can be calculated as fol-
lows:

IDescriptor descriptor =

new LargestPiSystemDescriptor();

Object[] params = { new Boolean(false) };

// Aromaticity detection: false
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descriptor.setParameters(params);

SmilesParser sp = new SmilesParser();

IAtomContainer mol = sp.parseSmiles("c1ccccc1");

IntegerResult results = (IntegerResult)descriptor

.calculate(mol).getValue();

System.out.println(

"result: " + results.intValue()

);

Results

To validate the assumption of the correlation of the
pi system size with the property of light absorption
in the visual spectrum we extracted out of the MDL
ACD database [5] all molecules which are labeled as
dyes: 241 substances were extracted and 168 dupli-
cates were removed. As can be seen in Figure 2, of
the remaining 73 molecules 62 molecules possess 15
or more atoms in their largest pi system. Only 11
molecules have less than 15 atoms, 4 of them are in-
organic structures, 3 are sugars and the 4 remaining
structures possess more than 9 oxygens.

Figure 2: Histogram is shows the frequency of the
number of atoms in the largest pi system of the 73
ACD molecules.

Conclusions

The 11 structures possess unfavorable structural and
elemental properties so that they will never be part

of a screening library for a biological target. It is now
straight forward to set a warning flag for compounds
to be screened which have at least 15 atoms in their
largest pi system.

Christian Hoppe, Frédéric Ooms,
Euroscreen s.a., Belgium
choppe@euroscreen.com
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Frequently Asked Questions
"Frequently Asked Questions" is a series in the
CDK newsletter. It is compiled of selected
questions and answers that are taken from the CDK
user and developer mailing lists. Additionally,
the author considers questions that are of general
interest to CDK users. All credits for the expert
answers go to the helpful developers and users who
are contributing to the mailing lists.

by Uli Fechner

I just checked out the CDK from its SVN
repository and compiled it by executing
ant. I ended up with a bunch of jar files
in the directory dist/jar. Is it also possible
to get a single jar file that contains all these
individual jar files?

Yes, this is possible by specifying the ant target
dist-large. You can define an ant target by ex-
ecuting ant with the name of the target as a pa-
rameter: ant dist-large. The single jar file con-
tains all classes of CDK, including the experimental
classes, and all third-party libraries that are required
by CDK.

I performed a full JUnit test for the CDK
by executing ant test-all. This took
quite some time. Is there a way to
exclude some computionally demanding
tests thereby decreasing the required time?

A few tests like the comprehensive atom type testing
require rather long to complete. To be able to run the
tests in a reasonable time some tests were marked as
slow and can be turned off. At the time of this writ-
ing, there are four tests in the SVN repository that are
marked as slow. You can turn them off and execute
all JUnit tests apart from the slow ones by running ant
using ant -DrunSlowTests=false test-all. How-
ever, the tests that are turned off will then be consid-
ered in the JUnit output summary as failed.

I just checked out the CDK from its SVN
repository . However, an execution of ant
test-all revealed that some tests failed. Is
this behavior expected? Can the tests that
are known to fail be excluded?

Even though it may be counterintuitive at first glance
there are very good reasons that not all CDK JUnit
tests succeed when ant test-all is called. For in-
stance, if a bug is reported the first thing that is usu-
ally done is reproduce it by writing a correspond-
ing JUnit test. Therefore, if a bug is already reported
and reproduced but not fixed the corresponding JU-
nit test is expected to fail. Recently, a trigger was im-
plemented that allows skipping all JUnit tests that
are known to fail. You can run ant with a com-
mand line option to exclude these JUnit tests: ant
-DrunKnownBugs=false test-all.

Only those JUnit tests that test bugs reported at
the CDK’s bug tracking system at Sourceforge.net are
excluded. You can recognize such JUnit test methods
by an explicit remark in their JavaDoc. Moreover, the
JavaDoc for the buggy method that is tested by the
JUnit method also mentions the runKnownBugs op-
tion.

Is it possible to access the properties of a
SD file?

Yes, properties of SD files are read by the org.open-
science.cdk.io.MDLReader and can be accessed us-
ing the CDK API. The MDLReader stores proper-
ties in the java.util.Hashtable that is associated with
all classes that implement the interface org.open-
science.cdk.interfaces.IChemObject. org.open-
science.cdk.interfaces.IAtomContainer also offers
such a Hashtable as IAtomContainer is a subclass of
IChemObject. A value is retrieved from this Hash-
table by calling the method getProperty(name)
where name is the name of the SD file property.
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